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Introduction

Continuous Integration and an Automated Build process are common practices employed by many high-
functioning agile software teams. Many small teams are reporting high productivity improvements, but
success stories of Continuous Integration and Automated Builds for Enterprise Scale software projects
are much rarer. Some agile pundits have stated that there is a scale limitation for agile practices and
these practices are in-appropriate for Enterprise Scale (or high staff count) projects.

This article aims to explore if and why the measurable benefits of Continuous Integration and
Automated Build processes begin to decline as application size, and team size grows.

Our conclusion is that there is no inherent reason why Continuous Integration and Automate Build
processes won’t scale to any size team. In fact, this article concludes that the problems these techniques
solve are a higher pain point for Enterprise Scale applications and become more essential than ever. In
addition, this article provides guidance on how to scale agile practices and how to make smart
architectural choices up-front to ensure smooth adoption of Continuous Integration and Automated
Builds leading to smoother projects and improved success rates.

What is Continuous Integration and Automated Builds?

Continuous Integration is a process where a central build machine automatically gets the latest code
from the source-code repository and carries out a full compilation every time a developer commits
(checks-in) new or modified code. The Cl system then reports the success or failure normally by a Red or
Green indicator. In many implementations, the Cl process goes further and runs unit tests, functional
tests, code auditing checks, or any number of additional tasks reporting its findings to the entire team.

The intention is that developers integrate and test their code early and often, or as the name suggests -
continuously. The alternative is having developers work in isolation for extended periods and fight code
integration issues later in a project where errors are much harder to find and costly to fix. Continuous
Integration enables a larger team of developers to combine multiple pockets of features together for
testing and problem solving far earlier than in manually milestone integrated projects.
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Figure 1 - Basic Continuous Integration process. After success other actions can occur, like an Automated Build.

Automated Builds aim to regularly create and deploy a projects deliverables (binary files, databases,
application installers) without human intervention. Rather than relegating the deployment artifacts to
the end of a project, Automated Builds bring that work up-front. This facilitates test builds earlier in a
project, allowing timely bug reporting and refinement of the actual deployment process to production
servers. As systems get more interconnected, the deployment process complexity escalates and
development time will be needed to make this process smooth.
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Table 1 - Common basic Automated Build process.
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Analyzing the core development problems Continuous Integration (Cl) and Automated Builds are solving

is a good first step to analyzing whether or not there are any scalability limitations; imagined or real. The

following list isn’t intended to be a complete set of benefits Cl and Automated Builds furnish, but it does

represent the main advantages considered important. The listed problems are exacerbated as a team

size grows; losing Cl and Automated Builds for Enterprise Scale software development teams should be

considered un-acceptable.

1.

Developers cause compilation or unit-test failures when integrating their code with others

Allowing a single developer to write and test code on a single machine is the only way to ensure
all code written compiles and passes unit-tests all of the time; however, this is in-practical for all
but the smallest project. Continuous Integration mandates a single machine called the Build
Machine whose function is to compile, and unit test the latest code assets after any developer
checks-in. This gives the team a continuous “health check” that the current collection of code is
safe to be extended.

Continuous Integration gives the developer checking-in feedback on his or her addition to the
collective codebase, and the other developers on the team a stable known starting point for
integrating their next feature. Although you will still get “it works on my machine” expletives, it
can be rebuked with a simple “but it doesn’t compile on the build machine — can you kindly find
out why.”

A big benefit of Cl is that when the current code checked-in to a source code repository is
broken, all developers not immediately tasked with resolving the issue should avoid getting the
latest version of the source-code so they can continue to locally compile and run tests without
interruption. The more developers —the more down-time experienced if these developers
synchronize with a broken source-code tree. The value of Cl solving this problem improves as
development team grows, a definite know trend for Enterprise Scale development projects.

Quality oscillates wildly over time. A feature that passed testing yesterday, fails today

Throughout a software product development cycle, the current build should always be
improving in completeness and quality. Code being blindly added to a collective codebase can
break previously working and tested code in an un-related area. Unit-tests, run immediately
upon a developer check-in should catch these changes and give the developer adding code
immediate feedback that his or her code has caused a problem elsewhere. This assumes a very
high level of unit-test, or automated functional test coverage — if this is not the case, Continuous
Integration won'’t benefit a team of one or one-hundred developers.

The more developers adding code the more likely un-planned affects occur as new features are
added. The value of Cl solving this problem improves as development team grows.
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3. Deploying a build raimseesaly he team’ s heart rate

Deploying a build to a test server (and later production) or creating the Windows Installer (MSI
File) should be a commonplace activity. More often than not though it’s a stressful and error
introducing manual process. This un-predictability introduces anxiety and angst amongst those
involved. Creating an Automated Build process early (ideally in advance) of any product code
means that all staff understand the goal to be achieved. Software is useless and un-profitable
when just on a developer’s machine. The tire meets the road, and cash begins flowing once a
software product is being tested or is in production. Investing in automating the release process
for a software product and doing it regularly (nightly, weekly, hourly or on every check-in) not
only reduces the release teams heart-rate, it improves the predictability and quality for release
after release.

Enterprise Scale projects often have components spread across many systems making the
deployment process complex. Developing a consistent release process and automating it early is
the only way to ensure predictability, and maintain quality during frequent test and production
release cycles.

Tooling to provide Continuous Integration and Automated Builds vary platform to platform, and team to
team. Teams using the Java platform will probably employ Ant as the build scripting tool and JUnit as a
unit-testing tool. Teams in the Microsoft camp will probably be using NAnt, NUnit and Cruise-Control.
The tools are irrelevant; it is the development process and team discipline that provides the measurable
productivity, quality and predictability improvements.

Continuous Integration and Automated Builds fundamentally change the development process and
more importantly, the development teams’ behavior. It focuses the analysts, developers, testers and
release teams on creating solutions progressively, deploying early and often, whilst keeping quality and
progress trending in an upward direction.

What Inhibits CI and Automated Builds Scaling?

Understanding that Continuous Integration and Automated Builds are key enablers for smooth
Enterprise Scale projects, any inhibitors must be removed. Many inhibitors may be linked to the
characteristics particular to Enterprise Applications. Enterprise Scale projects traditionally have the
following characteristics that make development more challenging over isolated point-tool or smaller
projects -

9 Quantity: Larger quantity of code additions and change. More developers working
simultaneously;

9 Complexity: Deployment spread across many types of environments and systems;

9 Integration: Complex and numerous integration with other systems; Some systems not clearly
understood ;

9 Testing: Creating and managing appropriate test data complex and large in quantity and types;
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Characteristics listed above do make implementing Cl and Automated Builds more challenging, but there
are ways and means of making these important tools work irrespective of project scale. The following
list shows some of the often stated roadblocks and offers techniques for solving them -

1.

Large number of check-ins from a large number of developers; Cl Build Rarely Green.

Enterprise scale projects are normally resourced with a larger number of developers (with a
wider variability of skill) than smaller projects. A lot of code will be written in a shorter period of
time and this will mean more code committed to the source code repository. It should be
obvious that this will lead to more broken continuous integration builds.

Management should motivate developers to commit code regularly; focusing on the number of
times an individual developer breaks a build will motivate team members to check-in less often,
which is not the intended behavior. The reverse is true, if a build is not breaking then it is
doubtful the team is pushing itself hard enough and concerns should be raised. A good metric to
keep visible is the number of times a build is broken overnight, this demonstrates a
commitment to solid nightly builds which can be handed off to testing. Defining good process
and training of developers on how to minimize breaking commits should be the focus.

To reduce broken Cl commits from large teams —

9 Build the source-code tree in smaller increments. Break the whole source code tree into
smaller projects and solutions. This reduces the surface area that each developer is
working on at any given time and will reduce merge issues. Make each of these
functional areas its own Cl build to help isolate build failures to an identifiable area.

9 Ensure that all developers get the latest code BEFORE checking-in to the source code
repository. This ensures that the current check-in builds against the latest code-line
under source-control. All too often a change may well compile against yesterdays code,
but break due to a very recent commit. Merge issues are best sorted out on a local
developers machine prior to committing that code.

9 Ensure that developers run the unit-tests on their machine BEFORE checking-in to the
source code repository. If the unit tests fail, a solution can be explored before
committing and breaking the Cl build.

9 Encourage smaller increments of work being committed more often. Smaller changes
allow faster resolution should they fail to integrate successfully; there is a lower chance
of failure in smaller code churn size commits.

' When a build breaks on check-in, be intolerant to apathy about getting back to “green”.

Broken Cl builds should be considered healthy, but fast reaction is required by the entire team
to avoid long disruption to the larger project population.
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2. Enterprise projects have more complex deployment requirements; many servers and many
integration points to other business systems.

Enterprise Systems are often made up of many smaller systems, spread across many different
servers, each different system having its own set of deployment items and challenges. Defining
an automated process that copes with this complexity is a challenge; more reason to just want
to do it manually once, and then encapsulate that knowledge in an automated process from that
point forward.

It should be an aim to design and architect an Enterprise System for simplified deployment.
Simplifying the deployment story makes automation easier. Automation makes more frequent
releases easier - ideally nightly, or at a minimum weekly. This gives the test team and the
business stakeholders’ early access to builds which will seriously improve the stability of the
holistic system, and force early identification of difficult to deploy components.

Another complication is that by their enterprise nature, many different components of the
system need to communicate to each other, often via web services using a URL. However, the
actual URL will differ between development, test and production environments. Environment
specific settings (of which this URL example is just one) should be handled and deployed with
care. All too often some are missed or set incorrectly for the environment that code is running
in. One successful strategy is to read these settings from a database or a web-service specifically
for configuration settings, keyed by setting name and environment code. Settings handled
centrally like this have a greater chance of being maintained and appropriately reviewed prior to
a release.

To improve the deployment process and design for deployment, the following ideas will assist —

9 Deployment assets should be in the form of MSlI installer files. Microsoft’s SMS, or third
party deployment tools like Symantec’s Altiris Server can then be used to handle
deployment to each type of server.

9 Keep configuration settings that change between the test and production environments
OUT of individual files. These settings should be read from database or by a web-service
that knows its environment and will return only specific settings for that environment.

9 Architect the Enterprise system with ease of deployment in mind (discussed later in this
article).

9 Invest early in automating the deployment process. Consider deployment being the first
task of a project. The first deployment may not have any features (i.e. A blank windows
form, or a blank website page); from this point features are added incrementally and
the automated deployment process refined as requirements dictate.

9 Label every build, and deployment package. Make sure the version running in any
particular application is very easy to identify for better bug reporting.
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Although deployment of Enterprise scale systems might seem beyond the reach of automation,

there are only a finite number of actions for each system, and this is resolvable given dedication

to the cause. Every effort should be taken to simplify the deployment methodology, and “Design

for Deployment” should be a priority during architectural design and specification derivitation.

3. Testing integrated systems is time-consuming and challenging. Testing systems in isolation is

not enough; fully integrated testing (early) is important.

Enterprise Systems are designed to integrate disparate point-tools into a full business solution.

Testing these integration points can be challenging. Often the integrations are not simple data

gathering calls, but rather full business workflows with many branches to handle error

conditions and edge cases. Often, individual components operate perfect in isolation, only to fail

when bought together and tested in a unified environment. Early integrated test builds are the

only way to find these issues early when the specifics are fresh in the developers mind.

Testing will require substantial investment and commitment. No alternative exists; mission

critical systems cannot go live with any uncertainty. But, just in case a deployment does fail, a

well planned and practiced rollback procedure is a mandatory go-live requirement.

Some tips to improve testability in larger Enterprise projects —

T
T

Start full integration testing early and resource heavily.

Automated Deployment allows testing to start earlier and with more coverage and
consistency.

Automating functional tests allow repetitive regression testing. This will add confidence
to move forward and allow earlier feedback on milestone releases. Tests need to be
repeated regularly to ensure defects don’t re-occur with the addition of new features.

Testing must exercise the entire system and workflows between the systems; Testing
systems in isolation is important but can lead to premature confidence in a system.

Testing should occur with real world data. Data entered specifically for testing often
misses the real-world chaos encountered in data entered over time by lethargic,
minimum wage staff. Data conversion of legacy data should not be left to late in a
project as many false assumptions may be made as to the format and integrity of that
data which may not be present.

Lack of confidence in a release is caused by lack of confidence in the testing process. Going live

with revenue generating Enterprise Systems is intolerant to any failure; Testing needs to be

appropriately invested in and automated in a fashion that allows frequent and deep regression

testing. Manual testing just doesn’t scale to the required timeframe Enterprise Scale systems

require. You need to know it works and you need to know that at ALL times.
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4. Large amount of Database code to deploy; Lots of Legacy data to migrate.

Databases backing Enterprise Applications are often larger in data size and have more “code”
assets like Stored Procedures. Domain data (seed data that supports an application, populating
lists, etc.) and actual business data are also required for the Enterprise System to operate. Part
of any Automated Build process should be the deployment of a properly configured database to
serve the deployed application.

How does one develop, deploy and test against such database driven systems? This can be a
complex problem to solve, but most solutions operate by scripting the database into SQL scripts
and keeping these scripts under source-code control. Moving versions of stored procedures,
domain data and test data through the development, testing, staging and production sandbox
environments should be as simple as running a sequence of these aforementioned database
scripts.

Development tools exist to make the authoring and extracting of script files easier. Microsoft’s
SQL Enterprise Manager as an example make authoring scripts easier, whilst RedGate’s SQL
Compare and Visual Studio Team System for Database Developers can compare two instances of
databases and build the scripts required to bring schema and data into sync. Actual execution of
these scripts often requires custom coding, and normally takes the form of a sequence of
command-line calls to execute the scripts in a very specific order. More detail on this subject is
available in reference books on database Configuration Management (like Refactoring
Databases: Evolutionary Database Design (The Addison-Wesley Signature Series) by Scott W.
Ambler, Pramodkumar J. Sadalage or Agile Database Techniques: Effective Strategies for the
Agile Software Developer (Wiley Application Development)).

Migrating data from current systems is an important process, but personally identifiable data
and other privacy concerns must be considered (sometimes mandated by legislation). An
example of personally identifiable information is a Social Security Number, name or address. It
would be unwise to use real client names, credit history and social security numbers at any time
other than in production. When deriving test data, it should either be random or if regressed
from a current production environment, the data must be scrambled in some way. Some clever
data shifting can solve most privacy concerns (scramble first and last name columns, randomize
SSN’s) and there are tools available to facilitate generating sample data or scrambling historical
data. When refreshing a sandbox testing environment from production data, the scrambling
process should be scripts to allow it to be re-run.

Supporting database rollback in the case of a failed deployment to production also needs to be a
requirement carefully considered. At a minimum, a full database backup and a successfully
practiced restore should be undertaken before any rollout to the actual production
environment.

Listed below are some tips and techniques for managing database related resources and
automating their deployment -
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9 Design a deployment strategy that can build or rebuild or upgrade a database from
scripts held under source-control.

i Migrate data for testing early, or use randomly generated test data. Be very careful with
personally identifiable information, scramble it heavily.

1 Keep domain data insert scripts under source control. Allocate a single point of contact
for managing these scripts.

9 Domain data (also called seed data) needs to be versioned. Multiple clients, running
different versions need to be shielded from domain data changes because some coding
assumptions might break.

9 Plan and practice rollback strategy during database code migration and data migration.
5. Testing activities so large, full regression testing cannot occur quickly enough

Furnishing testers and business stakeholders with regular builds for testing is the best way to
steadily travel towards a quality final product. Automated Builds have no purpose when they
cannot be tested in order to give a quality indicator. When testing cannot keep up with
progress, new code doesn’t get tested until much later in a project when it is more costly to
revisit features. In these cases, the benefits of Cl and Automated Builds become questionable.
Lack of investment in testing is a good early indicator that a project is in peril.

Unless testing is automated in some fashion there is little chance in any sizable project to fully
regression test an entire build quickly. Without full regression testing on each build, it is likely
that regression defects will leak into the final solution. The knee-jerk reflex (from testers and
change-management) when full regression testing cannot be achieved is for an extreme
tightening of process and control over what work gets checked-in. This seriously impacts
development velocity. Investing in automated testing and ensuring the test team is resourced
effectively to get thorough coverage; development velocity can be maintained throughout the
entire development calendar giving a much faster delivery to market opportunity with known
quality.

Unit testing by its definition tests features in isolation, meaning that good unit-test code
coverage has no specific relationship as to how a system will test when integrated. Integration
testing must be regular and expedient to ensure quality predictable with high developer
velocity.

Some tips to keep development productivity high whist maintaining quality over time —

1 Use atest automation tool to decrease the latency of giving a “Good” or “Bad” indicator
for a build.
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9 Don’trely on unit-testing alone; Unit test coverage demonstrates features work in
isolation; Functional and Integration testing is necessary to cover full system.

9 Testing of a feature should happen synchronously with development. Not doing this
means that features may close but re-activate later when full integration testing occurs.

How can we improve scalability through system and software architecture?

It might seem a stretch to link successful Continuous Integration and Automated Builds to software
architecture, but there are many pain points a small change in architecture can solve. Cute and elegant
software architecture isn’t enough for project success. Any chosen software architecture must combine
all software disciplines (analysis, development, testing, deployment, operations) and often arbitrate the
competing benefits into a holistic system.

Late in the 1990’s the electronics industry when through a paradigm shift called “Design for
Manufacture”. The process recognized a massive return on investment by designers considering
manufacturing issues at the earliest possible time in the design process. Overnight a two billion dollar
industry grew around providing tools to support this ROl initiative in the electronic Design Automation
market. “Design for Deployment” should become that initiative for software development. “Design for
Deployment” should be a foremost (after quality) architectural goal when embarking on a new
Enterprise project.

Following is a short list of specific architectural patterns that might improve the deployment process and
allow Continuous Integration and Automated Build process to thrive in any scale project -

1. Composite Application Architecture

Composite applications follow a pattern where the interface is built by composing together
“parts” into a framework application (See Wikipedia for a full definition of composite
Applications: http://en.wikipedia.org/wiki/Composite application). Chris Keyser, in his article

Composite Applications: The New Paradigm (Keyser, 2007) explains how views can be
assembled by loosely coupled user-interface parts that cooperate through a surrounding
framework and quotes example frameworks such as the Microsoft Patterns and Practices
Composite Application Ul Block (being expanded into a product codenamed “Acropolis”),
Microsoft Office SharePoint's composite application framework, and Eclipse Rich Client Platform
as common enablers for building applications in this fashion.

Designing an application to allow “Gadgets”, “Web Parts” (or any other cool name an isolated
piece of Ul area for a feature that gets embedded into a framework application) allows for a
logical development of an application over time and therefore - logical testing and deployment
over time. The framework application hosting each individual functional area can achieve this
“pluggable” approach by whatever technological means available.

Composite applications not only simplify deployment, each composite part becomes a
convenient partitioning point allowing the application (and teams) to be split into many smaller
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“projects”. This assists the Continuous Integration story by focusing teams on smaller, more
isolated deliverables that can be individually built, deployed and tested. The smaller projects
allow faster isolation of integration failures in ClI (Cl should be setup to give a “Red” or “Green”
status for each component) and allows component delivery on different development calendars.

This is not a new concept. Many large commercial applications and internal Enterprise Systems
use this mechanism to allow steady release of functionality and individual application point-
tools over time (sometime years). One example of a successful composite application
deployment is a large banking CRM and Bank Teller Function system described in the case study
(Webster, 2006) which can be read in full at http://msdn2.microsoft.com/en-
us/library/bb190159.aspx and briefly here -

Commonwealth Bank of Australia: “CommSee” — Windows SmartClient , Web Service, Oracle DB
application over 3 million lines of code from a peak of 200 developers over two years.

“CommSee introduces two new paradigms of Ul design: a composite interface framework and
interactive presentabn of business information. The key functional goals for the interface were
preserving investment in existing freahd systems and providing a single source of customer

information to the user through rich visualisation of business data. The key opataiimals of

GKS Ot ASYyld NP O2yFAdIdaNI ot S RSLIX28YSyidizI KAIK L
(Webster, 2006).
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£ - Path to executable
WinPart 2 : CophmSee WinPart : UserControl to inject
/
K // .(/’ \\‘ /
Frivate Service 1 Private Service 2 Frivate Service 3

Figure 2 - High level architectural diagram of the CommSee Harness and composite WinParts.
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The benefit of this architecture is that each “WinPart” can be developed and delivered in
isolation. More importantly, a defect in one area (like commercial lending) cannot affect
another area (like bank deposits). Isolation was an early architectural decision and progressive
deployment to the business deemed imperative to ensure continued funding. Rather than one
big-bang deployment at the conclusion of two years, a production release occurred every three
months with added functionality. The composite nature of the user-interface and architectural
blocks for data access to support this approach were pivotal in the success of this Enterprise
wide project.

2. Code Isolation and Reuse policy.

Code reuse seems like a no-brainer way to improve developer productivity. However, it may be
counterproductive to actual code stability when over-used, or mis-used. Independent areas
should avoid re-using or modifying code in a foreign area, like an unrelated component. This
ensures that each functional area knows for certain that no other team has altered code they
depend on. Keeping functional areas isolated decreases the number of integration failures due
to reliance on other projects and keeps Continuous Integration green.

“Absolutes” never cover all cases. Some resources are so complex, expensive or limited that
they should be shared. With this in mind, the design of these “services” should fully consider
how to promote code changes whilst limiting breaking changes. This normally takes the form of
a clear versioning story combined with a clearly communicated change control process.
Different consumers can choose the version they operate against and upgrade to a newer
version on their own timetable.

Reuse occurs at the database level as well. Working in a large team is acute awareness of the
consequences of changes to the database or code that might affect others. There are good
reasons to have one customer record, but it may be good architecturally for each functional
area to store their specific customer data in a separate table. More often, many issues can be
resolved by clear team communications. An email to the team alerting them of a database
schema change, or a schema change implemented such that it doesn’t break existing code goes
a long way to reducing the pain associated with database related code changes.

It is important to clearly define what re-use is acceptable up front to teams and to understand
that coupling independent features through shared code can have adverse affects and some
code duplication is tolerated.

Email Service — One email server to secure Calling a stored-proc and throwing away 90% of
the returned results

Centralizing security and logging libraries Referencing classes from another project because
it is “Close” to what you need

Using a common library, but adding unit-tests to Using helper methods in another un-related

ensure specific usage requirements continue to assembly. E.g. validating an email address. This
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operate as expected over time. code should be moved to a common helper
assembly and marked as Common.

Figure 3 - Good Reuse versus Harmful Reuse (Remember: No absolute right and wrong!)

A policy need to be very clear to the development team. A few paragraphs defining the policy
might look similar to this:

“Re-use in encouraged within a project. Re-use is highly discouraged between projects unless
they are prefixed with common in their names. E.g. Common.[Project Name]. When consuming
a shared common code, a unit test needs to test for all features your project requires (this test
needs to be run in your project’s suite).”

3. Allow multiple versions of code to run side-by-side (multiple version deployment )

Architecting deployments to allow multiple versions of a system to run side-by-side with
another version has many benefits that streamline testing and deployment —

9 Testers can see if a problem always existed or has been introduced in a recent build.

9 If a build and deployment fails automated testing during Auto Building, the current
version remains un-affected and doesn’t block the rest of the extended team.

Side-by-side deployment opens up opportunities to do production deployments without taking
the current system offline for an extended period. This is often a key strategy for stress-free
rollback during a production release.

Achieving an application deployment allowing true side-by-side is challenging. The use of any
resources like the Windows Registry, or COM components will cause difficulty. In these
circumstances, deployment can be designed to use Windows Installer (MSI) files that can be
cleanly un-installed and allow a previous version to be installed for emergencies or regression
analysis. Although not intended to be a server technology, Microsoft’s SoftGrid® application
virtualization product might be used in the future to deploy multiple versions of an application
that uses system-wide resources (like the Windows Registry) onto a server. See (Microsoft
Corp., 2007) for details on this initiative.

Web applications generally allow side-by-side deployment to be easily achieved. The URL can be
used to identify different versions under test, e.g. http://mytestserver/1.0.1233/default.htm
and http://mytestserver/1.0.1234/default.htm . Each build can be deployed to a folder with its
version number and then testers can choose the build they want to test. On production servers,

redirection from the corporate chosen URL can be redirected to the correct base virtual folder
giving a clean user experience.

Some tips to designing solutions that allow side-by-side execution —

9 Install versions folder that contain the Build number. E.g. “[Program
Files\MyApp\1.0.1234\".
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9 Make sure the running version information is easy to see when running the application
(in the caption for instance).

Minimize the use of OS resources like the Registry. Favor local config files or a database
instead.

9 If aclient application requires COM component installation, provide a .bat file with the
required registrations in a specific version of an application folder to register the COM
component for this build.

9 Directory paths in code should always be in a relative form. E.g. “..\Data\Files.xm|”
rather than an absolute path “C:\MyApp\1.0.1234\Data\Files.xml”. This avoids breaking
changes due to hard-coded paths in code.

9 Deploy builds to virtual machines like VMWare or Microsoft Virtual PC. This allows the
exact server configuration for a specific server to be re-run at any time.

4. Latent Code Patterns

Coding new features in a way that they can be simply activated or de-activated easily can assist
in co-coordinating testing and feature deployment. Developing using Latent Code patterns
allows programmers to create a feature on their local machine, and even commit that code to
source-control without affecting any other feature or user until that feature is targeted to go-
live. This avoids disrupting testers with incomplete functionality.

Developers should be encouraged to introduce new code or modify existing code in a way that
facilitates easy “turn-on” and “turn-off”. This allows a feature that fails testing to be removed
from a build without requiring a full compile and release cycle. Developers will become adept at
making minimal impact changes by laying out their code in a fashion that allows new code to be
added and tested in isolation (even if checked-in to the source code repository, no other code
would be affected), but appear in the final build by the inclusion of a single entry point call or
configuration entry.

Some tips for latent code patterns —

9 Create and train developers on the need for developing new features that allow easy
turn-on, turn-off switches.

9 Architect application design to allow commands to be written in isolation and hooked to
user-interface components via configuration (Design patterns like the Command pattern
facilitate adding functionality in isolation. See: Design Patterns: Elements of Reusable
Object-Oriented Software (Gamma, Helm, Johnson, & Vlissides, 1994))
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Building new code and modifying existing code using Latent Code patterns allows better control
over when introducing new functionality. Growing applications in this way supports the CI
frequent check-in benefits whilst not destabilizing the Automated Build each night for testing.

5. Database Versioning Patterns

On many occasions, circumstances dictate that a database is a shared resource between
multiple systems, or multiple versions of the same system. Consider the following scenarios -

1. A Windows Client application calls a web-service that retrieves data from a database.
Not every user will upgrade at the same time, hence, the database needs to allow the
version 1 web-service AND the version 2 web-service to continue correct operation.

2. A web service supports both external calls for integrating systems and a web portal for
internal users. Both applications use the same database tables and stored procedures.

Database developers need to have a clear understanding of how to avoid inadvertently breaking
another version, or another dependent application when updating or adding new code to a
shared database resource.

The amount of user generated data for an Enterprise System is often very large, and keeping
multiple copies of that data leads to data integrity issues. Whilst having multiple copies during
the development phase of a project is OK, once a system goes live and an upgrade is required,
there is room for just one master database copy. This database is where the investment of
versioning embedded code artifacts becomes the only way to support multiple applications
calling a stored procedure, or multiple versions of an application calling a stored procedure.

Database changes can be categorized by one of the following types -
1. Schema Changes — Table structure and constraint changes
2. Domain Data Changes — Program dependent data
3. Code Changes - Stored Procedures, Views, Triggers, etc.
4. User Data — Data entered and used by an application

To facilitate multiple applications (or multiple version calls), the running applications need to
supply the database server with their name and version. Although this could be achieved by
adding input parameters to every stored procedure call, it is easier to pass this data in out of
band either as custom fields in the Connection String (SQL Server supports this), or another
static context as part of a connection object. This application and version number input can then
be utilized in any dependent code to isolate specific records in SQL statements or to call
different code entry points based on a conditional statement.
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Some tips for writing version aware database code —

I Add a version column to all domain data tables. Use this column to isolate version
specific domain data; consider only setting the version column to a value if a record is
version specific, this reduces the number of records.

9 If you add a non-nullable column, make sure it defaults to a safe value so that inserts
from a previous version continue to work.

9 If a columns type changes, be mindful of data truncation. If this is a concern, add a new
column and copy existing data to the new column as part of a migration script.

9 Once a version number is accessible in the database code, it is straight forward calling
the old stored procedure or a new stored procedure based on if/else statements;
minimizing the amount of cleanup when a version is deprecated is a worthy goal to
strive for.

Writing database code that is multi-version aware is hard. However, if there are going to be
multiple calling applications then it must be considered. Designing this capability into an
Enterprise Application allows multiple teams to work and deploy on different timeframes and
assist Continuous Integration by allowing multiple teams to work in semi-isolation against a
common database resource.

Summary

There is no inherent reason why the processes of Continuous Integration and Automated Builds should
not scale to Enterprise size development projects. The problems these processes solve are often the
reason Enterprise Software projects fall victim to lower than average success rates and sluggish team
progress.

Through clever architectural design and solid ambition to never compromise on progressive
improvement towards a final goal, Cl and Automated Builds will scale to any size team or project.

It is important to find the causes any development process isn’t scaling to the required team size; Don’t
blame any individual development tool or practice, instead research for the root cause and remove the
bottlenecks one problem at a time. You will find Continuous Integration and Automated builds solve
many more problems at Enterprise Scale than they introduce. Keep the faith — integrate early and often,
release early and often, test early and often, and therefore - become more successful early and often.

[END]
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